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Abstract: A novel approach of structuring mission-critical systems with an emphasis on intrusion 
tolerance is described. Key components in the proposed system include traffic regulation, 
application request processing, state protection, integrity checking, and process/node health 
monitoring. In particular, the separation of execution and state management enables the use of a 
single process to manage application requests, thereby reducing run-time overhead and enables 
highly concurrent executions. Furthermore, intrusion attacks are mitigated by two means: (1) 
append-only state logging so that a compromised execution node cannot corrupt state updates 
from other nodes; and (2) acceptance testing as a way to verify the integrity of the execution of 
application requests. When an attack is detected, the malformed requests that materialized the 
attack are quarantined, and such requests (current and future ones) are rejected. 
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1.   Introduction 

With the Internet becoming a major medium for conducting business, the risk of intrusion attacks 
on computing systems can no longer be ignored. Recognizing that it is virtually impossible to 
completely prevent intrusion attacks from penetrating mission-critical systems, many efforts have 
been focused on building intrusion tolerant systems. One of the most successful achievements in 
the field of intrusion tolerance is Byzantine fault tolerance (BFT) (such as [1, 2]). BFT has been 
regarded as a fundamental technique in building mission-critical systems that can continue 
correct operations despite intrusion attacks. However, BFT has the following issues: 

• BFT algorithms often incur relatively high runtime overhead during normal operation 
and high complexity and uncertainty in the presence of failures. 

• BFT algorithms often place restrictive requirements on the type of applications that can 
be replicated, e.g., they must operate deterministically, which is very difficult to satisfy 
without sacrificing performance for multithreaded systems [3]. 

• Perhaps the biggest roadblock to its practical use lies in the assumption that the replicas 
will fail independently [1]. Unfortunately, using diversified replicas for fault 
independency may significantly increase the development and maintenance costs. 

The above observation prompted us to reason about the use of replication. Replication is 
obviously needed to achieve high availability. However, if we cannot ensure fault independence 
of the replicas under intrusion attacks, how and in what circumstances should replication be 
used? The study of practical system configurations provides us with an important clue: virtually 
all enterprise systems have been structured according to the three-tier architecture, where the 
application servers at the middle-tier are responsible for carrying out the bulk of request 
processing according to business logic, and the database servers at the backend-tier are 
responsible for state management. Due to this structuring, the application servers can run in a 
stateless mode, which significantly improves the scalability and hardware fault tolerance of the 
systems. The essence of the approach is the separation of execution (of application requests) and 
state management. However, naively following the three-tier architecture alone will not increase 
intrusion resilience of the systems. In this article, we address this challenge from three fronts: (1) 
single execution server with intrusion tolerant state replication; (2) application self-verification; 



124                                                 Wenbing Zhao                                      

and (3) intelligent intrusion recovery. 
Single execution server with intrusion tolerant state replication: The purpose of execution 

(i.e., request processing) is to transform the server’s state according to some predefined business 
logic. An execution can be easily aborted and restarted as long as the state is protected. Hence, we 
propose to handle each request at only a single execution server unless a failure occurs. The use 
of a single execution server lifts the restrictions on the type of applications that can be protected. 
In contrast, the state must be protected against both intrusion attacks and various faults via 
replication and with an append-only state logging mechanism. Once a state change is received at 
a state server, it is appended to the state log and the previously logged state is never overwritten. 
This design prevents a compromised execution server from corrupting or deleting the system 
state.  

Application self-verification: In BFT replication, the correctness of the execution (and hence 
the state transition) is established by counting the number of consistent replies to each application 
request. In the presence of intrusion attacks, which may trigger correlated faults, the fundamental 
assumption of BFT replication may be violated, and consequently, the way to establish the 
correctness is no longer valid. Therefore, we believe that the acceptance test [4] should be part of 
the design specification for any mission-critical system.  

Intelligent intrusion recovery: Once a compromised execution server is detected, appropriate 
recovery actions must be taken by the system. Our append-only state replication mechanism 
ensures that there exists a recent valid state to recover to. Rather than focusing on creating 
diversified programs such that if one is vulnerable to certain attacks, others might not, we believe 
a much more practical approach is to detect malformed requests because it is those malformed 
requests that materialized the attacks.  

2.   Background and Related Work 

Our approaches are inspired by and are complimentary to many start-of-the-art research results 
and practices. The basic design decision on the separation of execution and state management is 
inspired by the start-of-the-art practice for enterprise systems [5]. A major contribution of our 
work is that we exploit the separation of execution and state management not only as a way to 
achieve better system scalability and flexibility, but more importantly, as the foundation to 
achieving intrusion tolerance. 

The idea of append-only state logging is borrowed from prior research on file systems such as 
the Google file system [6]. However, transferring the techniques developed for file storage to 
manage unstructured state is not trivial. To bring the complexity of the problem to a manageable 
level in this work, we focus on programs constructed using a strong object-oriented programming 
language, such as Java, and to integrate our mechanisms and the software transactional memory 
method [7] to handle highly concurrent access to the replicated state.  

The notion of using acceptance tests to verify program execution result was introduced 
several decades ago in the field of software reliability engineering [4]. However, to the best of our 
knowledge, we are the first to advocate here the utilization of acceptance testing as a main vehicle 
for quick and more accurate intrusion detection at the application level. 

There are also several theoretical works on the modeling and analysis of attacks and defense 
of clustered [8] or parallel systems [9]. Furthermore, [10] provides an interesting discussion on 
the importance of implementation of maintenance actions on the reliability and availability of a 
real world system. 

3.  Intrusion Tolerance Infrastructure  

The architecture of the intrusion tolerance infrastructure is shown in Figure 1. As can be seen, the 
architecture consists of the following components: trusted traffic regulator, trusted configuration 
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manager, execution server farm, acceptance test server farm, state server farm and the 
process/node health monitor. During normal operation, an application request is first routed to the 
traffic regulator for preliminary screening, and then it is forwarded to an execution server for 
processing. At the end of request processing, the execution server process propagates the state 
changes together with the reply to a set of state replicas located in the state server farm. The reply 
is then passed to an acceptance test server for verification. The acceptance test server verifies the 
integrity of the processing and the state changes by invoking a pre-defined acceptance test 
routine. The reply is subsequently forwarded to the traffic regulator for sending back to the client. 
The details of each component are explained below. 
 

 

Figure 1: Architecture of the Intrusion Tolerance Infrastructure 

3.1  Trusted Traffic Regulator 

The trusted traffic regulator is the only entry point and exit point of application requests and 
replies, respectively (i.e., it acts as an application-level firewall and more). It performs 
preliminary screening of incoming requests, possibly including the authentication of the clients. 
An important screening step is to compare the request with known malformed request signatures 
and screening rules accumulated so far. The traffic regulator maintains three different message 
logs: one for malformed requests (L1), one for verified requests and replies (L2), and one for 
those with pending replies (L3). Non-qualified requests (i.e., malformed requests) are logged in 
L1 and rejected without further processing. All accepted requests are logged in L3 and 
subsequently forwarded to an execution server process in the execution server farm.  

If the reply has passed the acceptance test, the corresponding request in L3 is transferred to 
L2. The reply is sent to the client and logged in L2 so that if the client did not receive the reply 
and resent the request, the logged reply is retrieved from L2 and sent back to the client promptly.  

If a reply failed the acceptance test, the traffic regulator removes the corresponding request 
from L3 and transfers it to L1 for analysis. The malformed request signature and screening rules 
may be updated due to the detection of this new malformed request. Furthermore, all future 
requests coming from the same host that originated the malformed requests are blocked.  

The traffic regulator itself is protected by replication for high availability. One replica is 
designated as the primary and the remaining ones as backups. Unless the primary crashes, the 
backups are not involved with the traffic regulation operations, they are responsible for 
maintaining a copy of the traffic regulator’s state, i.e., the three message logs L1, L2, L3, and the 
collection of malformed request signatures and request screening rules. To protect from 
catastrophic disaster, and to limit the amount of memory usage, the message logs are periodically 
flushed to disks.  
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The primary propagate the state periodically in an asynchronous fashion to the backups. This 
implies that some of the latest state changes might get lost if the primary crashes. This is not a big 
concern, however. The losing of the most recent records of the malformed request signatures 
might lead to the penetration of the same type of malformed requests through the traffic regulator. 
If these attacks have been recognized and logged previously, they will be detected again. In 
addition, some recent requests that have been dispatched for execution might be dispatched to the 
execution server again, therefore, there is a legitimate concern of possible duplicate execution. 
This issue is addressed by the exactly-once execution mechanism as part of the state server farm 
component. 

3.2  Execution Server Farm 

Only those application requests that have passed the preliminary screening will be forwarded to 
the execution severs. A request is handled by a single execution server unless the server does not 
respond within a predefined time period. It is hard to tell immediately if a slow server is caused 
by a malformed request, a software bug, a hardware failure, or simply an overload situation. The 
slow server is forcefully shut down and the request is rerouted to a lightly-loaded server. If the 
abnormal situation reoccurs a number of times consecutively, the request is regarded as 
malformed and the traffic regulator is informed. The request is subsequently quarantined (into 
L1), analyzed and rejected. When an execution server finishes processing a request, it multicasts 
its state changes to a set of state replicas together with the reply to ensure exactly-once execution. 

3.3   Acceptance Test Server Farm 

When an acceptance test server receives a reply from an execution server, it loads a pre-defined 
acceptance test routine and verifies the integrity of the request processing and the corresponding 
state transition. If the acceptance test succeeds, the state replicas are notified so that they can mark 
the corresponding state change as valid. As part of the acceptance test, the reply is also examined 
for potential leak of confidential data to an unauthorized client. If the acceptance test fails, the 
incident is reported (1) to the traffic regulator to quarantine and analyze the corresponding 
request, (2) to the configuration manager so that the configuration manager can shut down the 
affected execution server, and (3) to the state replicas to mark the corresponding state change as 
invalid.  

Furthermore, our intrusion tolerance infrastructure has built-in mechanisms to counter 
common attacks from compromised execution servers:  

Mitigation of interception, modification and fabrication attacks. These attacks can be 
mitigated by (1) appropriate access control by the state servers, i.e., a request to access an 
unauthorized object will be denied, and (2) rigorous logging and reporting, i.e., the state servers 
log all access requests by the execution server and send such information to the acceptance test 
server. The acceptance test server compares the reported log with what has been specified in the 
acceptance test routine, and determines if the test has failed.  

Mitigation of interruption/denial-of-service attacks: A compromised execution server can 
launch a denial of service attack in a number of ways:  

• It may cause the crash or overload of the server process, which can be easily handled by 
our failover mechanism.  

• It may flood the state servers with requests so that they cannot handle requests from other 
correct execution servers. To counter this attack, heuristic rules are used to detect abuse. 
Once the abuse is detected, the incident is reported, which will lead to the shutdown of 
the compromised server.  

• A compromised execution server might attempt to flood the acceptance test servers with 
replies (either duplicated or fabricated replies). If a duplicate correct reply is used, the 
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trusted traffic regulator will receive the same reply from multiple acceptance test servers, 
which will become alerted to the presence of a compromised execution server and take 
appropriate actions. If a fabricated reply or duplicate illegal reply is used, the traffic 
regulator will detect the attack as soon as the first failure report is received, which will 
lead to the shutdown of the compromised execution server.  

3.4   State Server Farm  

The state server farm is responsible to protect the state for mission-critical applications, and it is 
also the best place to ensure exactly-once execution of application requests because exactly-once 
execution is critical only for those requests that modify the state. More specifically, the state 
server farm is designed to meet the following objectives: (O1) Protection against both 
Byzantine faulty execution servers and hardware component failures of individual state 
servers; (O2) Protection against duplicate execution of requests; (O3) Low-overhead state 
replication and highly concurrent execution. 

We assume that the state of an application consists of a collection of objects and each object 
has a unique identifier. Strongly correlated objects are grouped as a cluster and they are replicated 
across the same set of state server nodes. A small group of state servers are designated as the state 
master (one serves as the primary and the rest as the backups), and the remaining state servers are 
used as worker nodes (referred to as the state replicas).  

The replication degree for the state master and the state replicas depends on the system 
reliability requirements. To be resilient to f faults, the state master must be replicated across 2f +1 
state servers, and to be resilient to t faults, an object must be replicated across 2t +1 state replicas. 
The state master is responsible to maintain the meta data for the state, including the name space 
allocation for the state, checksums of the state objects (in fact, two types of checksums are used, 
the first type of checksum, C1, is used for every version of each object, and the second type of 
checksum, C2, reflects the history of recent valid state changes of each object), and the status of 
each version of the state object (i.e., verified, invalid, or pending). An execution server consults 
with the state master for information regarding the endpoints of the state replicas.  

Intrusion and fault tolerance (for O1): A replicated append-only state log is used. At each 
state replica, a new version of the object (tagged with a monotonically increasing version 
number) is created each time the state of the object is changed. At the state master, the history of 
meta data changes is also maintained. To avoid unbounded growth of the memory usage for the 
state log, very old records are flushed to the disk periodically.  

A compromised execution server might intentionally propagate conflicting state changes to 
different state replicas, or it might send invalid state changes to the state servers hoping to corrupt 
the state. These threats are dealt with by the following mechanism. Upon the receipt of each state 
change from the execution server, a C1 checksum is computed at each replica and sent to both the 
state master and the designated acceptance test server for verification. The acceptance test server 
then compares the C1 checksums received from different state replicas. If they differ, the 
execution server is suspected of having been compromised and the configuration manager is 
notified to take appropriate actions. With 2t +1 state replicas, the acceptance test server will not 
proceed to the normal acceptance test until it has collected t +1 consistent C1 checksums for each 
object involved in the state change and a copy of the corresponding set of state objects retrieved 
from a state replica. At the end of the acceptance test, the acceptance test server notifies the state 
master regarding the test result and the checksums of the set of objects used for the test. The state 
master labels the objects as verified if it gets positive result from the acceptance test server and 
the checksums for the set of objects are consistent with what it has collected.  
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Some state objects might become corrupted due to hardware component failures. 
Periodically, each state replica re-computes the C1 and C2 checksums, and it sends C2 to the 
master. This would facilitate the master to detect corrupted state objects and resolve the problem. 

Exactly-once execution (for O2): When the execution server completes the execution of a 
request, it ships the reply together with the state changes to the state replicas. The reply is tagged 
with the request id to associate the reply with the request. In fact, all messages exchanged among 
the execution, state, and acceptance test servers carries the unique request id, and all state changes 
(each version of a state object and its checksum) are referenced by the request id.  

Regardless the reason for duplicate requests, if the execution leads to a state change, the 
execution server will disseminate the changed state to the state servers. This is where the 
duplicate execution can be detected. To do so, a state replica checks to see if the state change 
pushed by the execution server carries an obsolete request id. If that is the case, the state update is 
rejected and an exception notification is sent back to the execution server. Furthermore, the 
corresponding reply is retrieved and forwarded to the acceptance test server and eventually to the 
traffic regulator. Therefore, duplicate executions might occur, but they will not cause state 
corruption and exactly-once execution semantics is maintained.  

Low-overhead state replication and concurrency support (for O3): To enable highly 
concurrent access to the replicated state, we advocate the use of software transactional memory 
(STM) [7]. Consider the following interaction session between an execution server and the state 
servers using STM. Upon receiving an application request, the execution server starts a 
transaction. If it has no cached information regarding the endpoints of the state replicas, the 
execution server contacts the state master for the endpoints. The execution server may need to 
retrieve the objects involved in the transaction from a state replica with the permission of the state 
master. The execution server then performs the operations within the scope of the transaction. 
Subsequently, it tries to commit the transaction. If the transaction is committed successfully, the 
execution server sends the updated state to all state replicas. The state replicas log the new version 
of the state and report the meta-data regarding the state change to the state master (and the 
acceptance test server) before they notify the execution server on the completion of state update. 
If it detects a discrepancy, the state master initiates the intrusion recovery procedure and notifies 
the state replicas so that they can label the new version of the state as invalid.  

So far, we haven’t touched two very important questions: (1) how to ensure state consistency 
if a state object might be updated by two or more execution servers? (2) how to coordinate the 
state master replicas for fault tolerance? The answer to question (1) is that we do not allow this 
scenario to happen by using a lease-based locking mechanism. The answer to question (2) is that 
we use the Paxos algorithm [11] to ensure strong replica consistency of the state master.  

As we have shown, the state master plays a critical role for the correct operation of the entire 
intrusion tolerance infrastructure, and the loss of any piece of state information would be 
disastrous. Therefore, before it commits to any change to its state (e.g., granting a lease to an 
execution server), the primary must ensure that an agreement has been reached among all non-
faulty replicas using the Paxos algorithm [11]. For most operations, the agreement phase can take 
place off the critical path of the application request processing.  

 

3.5   Trusted Configuration Manager  

This component is responsible for all system reconfigurations. It profiles all the nodes in the 
system (with the help of the health monitor), keeps track of failure statistics, and determines the 
replication degrees for each major component. It also provides an interface to interact with 
system administrators, e.g., a system administrator can manually increase or reduce the 
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replication degrees, or she may be notified of an urgent need for additional nodes through 
appropriate means such as email, instance messaging, or short messages.  

On detecting a compromised execution server, the configuration manager forcefully shuts 
down (or isolates, if it is more desirable for forensic analysis purposes) the faulty node for repair. 
Once this action is taken, the configuration manager notifies the traffic regulator so that it can 
forward future requests to an alternative execution server. In addition, the configuration manager 
periodically initiates proactive software rejuvenation [12] on each of the nodes in the 
infrastructure to prevent software aging and eliminate undetected intrusions.  

The configuration manager is replicated asynchronously for high availability. The state of the 
configuration manager is either predefined (such as the administrator contact information) or can 
be aggregated by profiling the existing nodes. Therefore, only the primary is active and no 
consensus algorithm is needed to coordinate the replicas.  

3.6   Health Monitor  

The health monitor is a logical component. Each node in the infrastructure is equipped with a 
host and a process failure detector, and a standard intrusion detection system for defense-in-
depth. The failure detector periodically reports the health of the monitored entities to the 
configuration manager.  

4. Performance Evaluation  

A prototype of the intrusion tolerance infrastructure has been implemented in Java. The 
development and test platform consists of a group of Dell 1420 and Dell SC440 servers running 
SuSE 10.2 Linux operating system (connected via a 100Mbps switch). Each Dell 1420 server is 
equipped with two 2.8GHz Intel Xeon dual-core processors, and each Dell SC440 server has a 
single 2.8GHz Pentium dual-core processor. The physical memory of each server is 1GB. For all 
experimental measurements, the end-to-end latency is measured at the client and the throughput 
is measured at the execution server. The Java System.nanoTime() API is used for all timing-
related measurements. The performance evaluation of the prototype serves for two purposes: (1) 
it provides valuable feedbacks to our design, and (2) it shows the advantages over the traditional 
BFT approach.  

In our experiment, 1 traffic regulator, 1 configuration manager, 1 execution server, 1 
acceptance test server, 6 state servers (3 state master replicas and 3 state replicas), and up to 10 
client nodes are used. The execution and state servers are deployed on the more powerful Dell 
SC1420 nodes while others are on the Dell SC440 nodes. The execution server application 
includes 6 threads: 1 thread for receiving of messages (the main thread), 1 thread for sending, and 
4 threads for execution of invocations (to fully utilize the 4 available processor cores). In this 
work, our focus is on the assessment of the state protection cost and the normal operation 
performance, therefore, other components such as the traffic regulator and the configuration 
manager are not replicated. In our experiments, two metrics are used to assess the performance of 
our approach: (1) end-to-end latency, as measured at the client from the time it issues a request to 
the time when it receives the corresponding reply; and (2) throughput, as measured at the server 
in terms of the number of requests processed per second. 

 

4.1   Microbenchmark Results  

The microbenchmark results are shown in Figure 2. The end-to-end latency is measured when a 
single client is used and for the following 4 combinations of the request and reply message sizes: 
(10KB, 10KB), (100B, 10KB), (10KB, 100B), (100B, 100B), where (x, y) stands for the request 
size x and reply size y. These combinations represent remote invocations with symmetric short 
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request and reply messages, symmetric large request and reply messages, and two asymmetric 
request and reply messages (corresponding to download and upload actions). In the latency 
measurements, we assume that a single state object (that contains 10 Java integer fields, which 
means the size of the object is 40B) is accessed. Figure 2(a) summarizes the end-to-end latency 
results for the original configuration of the intrusion tolerance infrastructure shown in Figure 1. 
Figure 2(b) shows the end-to-end latency results for the optimized configuration. 

 
Figure 2: Performance of the Intrusion Tolerance Infrastructure with two Different Configurations 

The throughput measurement results for both the basic and the optimized configurations are 
summarized in Figure 2(c)-(e) for various state sizes. In the figure, ITI-1 stands for a single state 
object (for simplicity, we assume that all state objects are of the same size with 10 integer fields), 
i.e., each invocation involves a single state object, ITI-100 stands for 100 state objects, and ITI-
200 stands for 200 state objects. It is not a surprise that the latency for the (10KB, 10KB) case is 
the highest and that for (100B, 100B) is the lowest. However, it might seem quite counter-
intuitive that the latencies for the two asymmetric cases differ substantially. Figure 3 illustrates 
why that is the case. Because the reply must traverse through more number of steps than the 
request, and when the reply is large, the cost is higher.  

 
Figure 3: Flow of Messages in the Intrusion Tolerance Infrastructure 

The rapid degradation of the throughput when the state size (i.e., the number of state objects 
involved in each invocation) increases in the basic configuration is quite alarming, as revealed by 
Figure 2(c)-(e). This observation prompted us to revisit our design: even though the acceptance 
test server and the state server are logically distinct, there is no reason we cannot collocate them. 
By combining the two servers, we can eliminate the state flow from the state server to the 
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acceptance test server, consequently, the performance can be improved, as confirmed by the 
results using the optimized configuration shown in Figure 2(c)-(e).  

4.2   Comparison with Other Approaches  

A solution will not be useful if it incurs unreasonable amount of overhead. Therefore, it is 
important to compare with alternative approaches. To start, we compare against the plain client-
server configuration with no fault tolerance provisioning (referred to as ”Base” in Figure 4). The 
results are summarized in Figure 4 (the optimized configuration of our intrusion tolerance 
infrastructure is used).  

As can be seen from Figure 4, when the state size is small, our infrastructure introduces 
negligible overhead. When the state size increases, however, the overhead of our infrastructure 
becomes apparent. Even though the overhead associated with state propagation from the 
execution server to the state server is unavoidable, it is fair to compare with other fault tolerance 
approaches, in particular, the popular BFT algorithm [1]. As shown in Figure 4(a), when the 
execution of a remote invocation involves virtually no application processing time, BFT can 
perform better when the state size is large (over 100 objects) and the number of concurrent clients 
is high. However, a practical application typically involves substantial computation, which is not 
reflected in the assessment shown in Figure 4(a). To include this fact into consideration, we 
introduced a spin-loop into the execution server code so that we can control the duration of the 
computation. We choose two values to experiment with: 1ms and 10ms. As shown in Figure 4(b) 
and (c), our infrastructure performs significantly better than BFT under both application-
processing times, and approaches that of the basic configuration without any fault tolerance 
support. The most important reason behind this is that our infrastructure enables concurrent 
execution of application requests, while BFT must serialize all such executions, which could not 
exploit the availability of multi-processors and multi-cores.  

 
 
Figure 4: Performance of the Intrusion Tolerance Infrastructure. Compared with the client-server con-

figuration with no fault tolerance provisioning and the BFT algorithm under different application 
processing time. (a) No processing time. (b) 1ms processing time. (c) 10ms processing time. 

5.   Conclusions 

In this article, we described a new strategy for building practical intrusion tolerant systems. We 
introduced a novel way of structuring a mission-critical system with an emphasis on intrusion 
tolerance. We separate traffic regulation, application request processing, state protection, integrity 
checking, and health monitoring. In particular, the separation of execution and state management 
enables the use of a single execution server to process application requests, thereby reducing 
runtime overhead and enables highly concurrent executions. Furthermore, intrusion attacks are 
mitigated by append-only state replication, rigorous acceptance testing, and malformed request 
detection and isolation. We have built a working prototype of the intrusion tolerance 
infrastructure and conducted extensive experiments. The empirical results that we have obtained 
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show that our intrusion tolerance infrastructure incurs very reasonable overhead and it can 
support highly concurrent execution of application requests to a level not attainable by traditional 
fault tolerance methods.  
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